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Ideal world

In an ideal world multiprocessors would be sequentially consistent:

   Lamport, How to make a multiprocessor computer 
                   that correctly executes multiprocess programs , 
                                                                                     1979.

...the result of any execution is the same as if the operations of all 
the processors were executed in some sequential order, and the 
operations of each individual processor appear in this sequence in 
the order speciÞed by its program...
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Ideal world

In an ideal world multiprocessors would be sequentially consistent:

   Lamport, How to make a multiprocessor computer 
                   that correctly executes multiprocess programs , 
                                                                                     1979.

...the result of any execution is the same as if the operations of all 
the processors were executed in some sequential order, and the 
operations of each individual processor appear in this sequence in 
the order speciÞed by its program...

The professor must have gone madÉ  

This is what we assumed in all these 
lecturesÉ  why "in an ideal world"? 
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

Can you guess the Þnal register values:  EAX = ?   EBX = ?

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

Can you guess the Þnal register values:  EAX = 0   EBX = 1

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

Can you guess the Þnal register values:  EAX = 1   EBX = 0

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

Can you guess the Þnal register values:  EAX = 1   EBX = 1

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

Can you guess the Þnal register values:  EAX = 1   EBX = 1

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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...all lies!

Consider the following x86 assembler code:

  Initial shared memory values:   [100]=0   [200]=0

  Per-processor registers: EAX  EBX 

On an x86 multiprocessor (Intel Core Duo) we observed 

 EAX = 0   EBX = 0

about 630 times every 100 000 runs...

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]
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Weakly consistent memory

Multiprocessors (and compilers) incorporate many performance optimisations, 

  e.g. local store buffers, shadowing register Þles, hierarchies of caches, É

These are:

¥unobservable by single-threaded programs;

¥sometimes observable by concurrent code.

Only a relaxed (or weakly consistent) view of the memory.
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Not new

  Lamport, How to make a multiprocessor computer 
                   that correctly executes ultiprocess programs , 1979.

For some applications, achieving sequential consistency may not be 
worth the price of slowing down the processors. In this case, one 
must be aware that conventional methods for designing multiprocess 
algorithms cannot be relied upon to produce correctly executing 
programs. Protocols for synchronizing the processors must be 
designed at the lowest level of the machine instruction code, and 
verifying their correctness becomes a monumental task.
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The rise of multiprocessors

1960: Burroughs, Control Data Corporation, 
          Honeywell, É

For a long time eclipsed (except in high-end)
by exponential advances in performance:

- transistor counts ( continuing)

- clock speed (hit power dissipation limit )

- ILP (hit smartness limit?)

Hence mass-market multiprocessing, since 2005.  

Programming multiprocessors is not anymore a task 
reserved to few specialised engineers.

11Friday, 18 December 2009



Architectures

Hardware manufacturers document architectures: 

¥ loose speciÞcation;

¥claimed to cover a wide range of past and future processor implementations. 

Architectures should:

¥reveal enough for effective programming;

¥without unduly constraining future processor design.

Examples: Intel 64 and IA-32 Architectures SDM, AMD64 Architecture 
ProgrammerÕs Manual, Power ISA speciÞcation...
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In practice

Architectures described by informal prose:

As we shall see, such descriptions are:

1) vague;          2) incomplete;          3) unsound.

Also, they cannot be used to test programs or to test processor 
implementations.

In a multiprocessor system, maintenance of cache consistency may, in 
rare circumstances, require intervention by system software.

(Intel SDM, november 2006, vol3a, 10-5)
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Architectures (as documented by hardware manufacturers)
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Intel 64/IA32 and AMD64 - before August 2007
1. spin_unlock() Optimization On Intel
20Nov1999-7Dec1999 (143 posts) Archive Link: "spin_unlock optimization(i386)"
Topics: BSD: FreeBSD, SMP
People: Linus Torvalds,Jeff V. Merkey,Erich Boleyn,Manfred Spraul,Peter Samuelson,Ingo 
Molnar
Manfred Spraul thought he'd found a way to shave spin_unlock() down from about 
22 ticks for the "lock; btrl $0,%0" asm code, to 1 tick for a simple "movl $0,%0" 
instruction, a huge gain. Later, he reported that Ingo Molnar noticed a 4% speed-
up in a benchmark test, making the optimization very valuable. Ingo also added 
that the same optimization cropped up in the FreeBSD mailing list a few days 
previously. But Linus Torvalds poured cold water on the whole thing, saying:

It does NOT WORK!

Let the FreBSD people use it, and let them get faster timings. They will crash, 
eventually.

The window may be small, but if you do this, then suddenly spinlocks aren't 
reliable any more.

The issue is not writes being issued in-order (although all the Intel CPU books 
warn you NOT to assume that in-order write behaviour - I bet it won't be the 
case in the long run).

The issue is that you _have_ to have a serializing instruction in order to make 
sure that the processor doesn't re-order things around the unlock.

For example, with a simple write, the CPU can legally delay a read that 
happened inside the critical region (maybe it missed a cache line), and get a 
stale value for any of the reads that _should_ have been serialized by the 
spinlock.

Note that I actually thought this was a legal optimization, and for a while I 
had this in the kernel. It crashed. In random ways.

Note that the fact that it does not crash now is quite possibly because of either

¥ we have a lot less contention on our spinlocks these days. That might 
hide the problem, because the _spinlock_ will be Þne (the cache 
coherency still means that the spinlock itself works Þne - it's just that it 
no longer works reliably as an exclusion thing)

¥ the window is probably very very small, and you have to be unlucky to 
hit it. Faster CPU's, different compilers, whatever.

I might be proven wrong, but I don't think I am.

Note that another thing is that yes, "btcl" may be the worst possible thing to 
use for this, and you might test whether a simpler "xor+xchgl" might be 
better - it's still serializing because it is locked, but it should be the normal 12 
cycles that Intel always seems to waste on serializing instructions rather than 
22 cycles.

Elsewhere, he gave a potential (though unlikely) exploit:

As a completely made-up example (which will probably never show the 
problem in real life, but is instructive as an example), imaging running the 
following test in a loop on multiple CPU's:

int test_locking(void)
{

static int a; /* protected by spinlock */
int b;

spin_lock()
a = 1;
mb();
a = 0;
mb();
b = a;
spin_unlock();
return b;
}

Now, OBVIOUSLY the above always has to return 0, right? All accesses to 
"a" are inside the spinlock, and we always set it to zero before we read it into 
"b" and return it. So if we EVER returned anything else, the spinlock would 
obviously be completely broken, wouldn't you say?

And yes, the above CAN return 1 with the proposed optimization. I doubt you 
can make it do so in real life, but hey, add another access to another variable 
in the same cache line that is accessed through another spinlock (to get cache-
line ping-pong and timing effects), and I suspect you can make it happen even 
with a simple example like the above.

The reason it can return 1 quite legally is that your new "spin_unlock()" isnot 
serializing any more, so there is very little effective ordering between the two 
actions

b = a;
spin_unlock();

as they access completely different data (ie no data dependencies in sight). So 
what you could end up doing is equivalent to

CPU#1
CPU#2
b = a; /* cache miss, we'll delay this.. */

spin_unlock();

spin_lock();

a = 1;
/* cache miss satisÞed, the "a" line is bouncing back and forth */

b gets the value 1

a = 0;
and it returns "1", which is wrong for any working spinlock.

Unlikely? Yes, deÞnitely. Something we are willing to live with as a potential 
bug in any real kernel? DeÞnitely not.

Manfred objected that according to the Pentium Processor Family Developers 
Manual, Vol3, Chapter 19.2 Memory Access Ordering, "to optimize performance, 
the Pentium processor allows memory reads to be reordered ahead of buffered 
writes in most situations. Internally, CPU reads (cache hits) can be reordered 
around buffered writes. Memory reordering does not occur at the pins, reads 
(cache miss) and writes appear in-order." He concluded from this that the second 
CPU would never see the spin_unlock() before the "b=a" line. Linus agreed that 
on a Pentium, Manfred was right. However, he quoted in turn from the Pentium 
Pro manual, "The only enhancement in the PentiumPro processor is the added 
support for speculative reads and store-buffer forwarding." He explained:

A Pentium is a in-order machine, without any of the interesting speculation 
wrt reads etc. So on a Pentium you'll never see the problem.

But a Pentium is also very uninteresting from a SMP standpoint these days. 
It's just too weak with too little per-CPU cache etc..

This is why the PPro has the MTRR's - exactly to let the core do speculation 
(a Pentium doesn't need MTRR's, as it won't re-order anything external to 
the CPU anyway, and in fact won't even re-order things internally).

Jeff V. Merkey added:

What Linus says here is correct for PPro and above. Using a mov instruction 
to unlock does work Þne on a 486 or Pentium SMP system, but as of the PPro, 
this was no longer the case, though the window is so inÞntesimally small, most 
kernels don't hit it (Netware 4/5 uses this method but it's spinlocks 
understand this and the code is writtne to handle it. The most obvious 
aberrant behavior was that cache inconsistencies would occur randomly. 
PPro uses lock to signal that the piplines are no longer invalid and the buffers 
should be blown out.

I have seen the behavior Linus describes on a hardware analyzer, BUT 
ONLY ON SYSTEMS THAT WERE PPRO AND ABOVE. I guess the BSD 
people must still be on older Pentium hardware and that's why they don't 
know this can bite in some cases.

Erich Boleyn, an Architect in an IA32 development group at Intel, also replied to 
Linus, pointing out a possible misconception in his proposed exploit. Regarding 
the code Linus posted, Erich replied:

It will always return 0. You don't need "spin_unlock()" to be serializing.

The only thing you need is to make sure there is a store in "spin_unlock()", 
and that is kind of true by the fact that you're changing something to be 
observable on other processors.

The reason for this is that stores can only possibly be observed when all prior 
instructions have retired (i.e. the store is not sent outside of the processor 
until it is committed state, and the earlier instructions are already committed 
by that time), so the any loads, stores, etc absolutely have to have completed 
Þrst, cache-miss or not.

He went on:

Since the instructions for the store in the spin_unlock have to have been 
externally observed for spin_lock to be aquired (presuming a correctly 
functioning spinlock, of course), then the earlier instructions to set "b" to the 
value of "a" have to have completed Þrst.

In general, IA32 is Processor Ordered for cacheable accesses. Speculation 
doesn't affect this. Also, stores are not observed speculatively on other 
processors.

There was a long clariÞcation discussion, resulting in a complete turnaround by 
Linus:

Everybody has convinced me that yes, the Intel ordering rules _are_ strong 
enough that all of this really is legal, and that's what I wanted. I've gotten 
sane explanations for why serialization (as opposed to just the simple locked 
access) is required for the lock() side but not the unlock() side, and that lack 
of symmetry was what bothered me the most.

Oliver made a strong case that the lack of symmetry can be adequately 
explained by just simply the lack of symmetry wrt speculation of reads vs 
writes. I feel comfortable again.

Thanks, guys, we'll be that much faster due to this..

Erich then argued that serialization was not required for the lock() side either, but 
after a long and interesting discussion he apparently was unable to win people 
over.

(
In fact, as Peter Samuelson pointed out to me after KT publication (and many 
thanks to him for it):
"You report that Linus was convinced to do the spinlock optimization on Intel, but 
apparently someone has since changed his mind back. See <asm-i386/spinlock.h> 
from 2.3.30pre5 and above:
/*
* Sadly, some early PPro chips require the locked access,
* otherwise we could just always simply do
*
* #define spin_unlock_string \
* "movb $0,%0"
*
* Which is noticeably faster.
*/
#define spin_unlock_string \
"lock ; btrl $0,%0""

-- Ed: [23 Dec 1999 00:00:00 -0800]

Era of vaguenessÉ

A model called processor 
ordering, informal prose.

Example: Linux kernel mailing 
list, 20 nov. - 7 dec. (143 posts).

A simple programming question, 
a micro architectural debate!

Keywords: speculation, ordering, 
causality, retire, cache...

Resolved only by appeal 
to an oracle.

16Friday, 18 December 2009

http://kernelnotes.org/lnxlists/linux-kernel/lk_9911_03/msg00864.html
http://kernelnotes.org/lnxlists/linux-kernel/lk_9911_03/msg00864.html
http://kt.earth.li/kernel-traffic/topics/BSD-_FreeBSD.html
http://kt.earth.li/kernel-traffic/topics/BSD-_FreeBSD.html
http://kt.earth.li/kernel-traffic/topics/SMP.html
http://kt.earth.li/kernel-traffic/topics/SMP.html
http://kt.earth.li/kernel-traffic/quotes/Linus_Torvalds.html
http://kt.earth.li/kernel-traffic/quotes/Linus_Torvalds.html
http://kt.earth.li/kernel-traffic/quotes/Jeff_V._Merkey.html
http://kt.earth.li/kernel-traffic/quotes/Jeff_V._Merkey.html
http://kt.earth.li/kernel-traffic/quotes/Erich_Boleyn.html
http://kt.earth.li/kernel-traffic/quotes/Erich_Boleyn.html
http://kt.earth.li/kernel-traffic/quotes/Manfred_Spraul.html
http://kt.earth.li/kernel-traffic/quotes/Manfred_Spraul.html
http://kt.earth.li/kernel-traffic/quotes/Peter_Samuelson.html
http://kt.earth.li/kernel-traffic/quotes/Peter_Samuelson.html
http://kt.earth.li/kernel-traffic/quotes/Ingo_Molnar.html
http://kt.earth.li/kernel-traffic/quotes/Ingo_Molnar.html
http://kt.earth.li/kernel-traffic/quotes/Ingo_Molnar.html
http://kt.earth.li/kernel-traffic/quotes/Ingo_Molnar.html


Intel 64/IA32 and AMD64 - before August 2007

1. spin_unlock() Optimization On Intel
20Nov1999-7Dec1999 (143 posts) Archive Link: "spin_unlock optimization(i386)"
Topics: BSD: FreeBSD, SMP
People: Linus Torvalds,Jeff V. Merkey,Erich Boleyn,Manfred Spraul,Peter Samuelson,Ingo 
Molnar
Manfred Spraul thought he'd found a way to shave spin_unlock() down from about 
22 ticks for the "lock; btrl $0,%0" asm code, to 1 tick for a simple "movl $0,%0" 
instruction, a huge gain. Later, he reported that Ingo Molnar noticed a 4% speed-
up in a benchmark test, making the optimization very valuable. Ingo also added 
that the same optimization cropped up in the FreeBSD mailing list a few days 
previously. But Linus Torvalds poured cold water on the whole thing, saying:

It does NOT WORK!

Let the FreBSD people use it, and let them get faster timings. They will crash, 
eventually.

The window may be small, but if you do this, then suddenly spinlocks aren't 
reliable any more.

The issue is not writes being issued in-order (although all the Intel CPU books 
warn you NOT to assume that in-order write behaviour - I bet it won't be the 
case in the long run).

The issue is that you _have_ to have a serializing instruction in order to make 
sure that the processor doesn't re-order things around the unlock.

For example, with a simple write, the CPU can legally delay a read that 
happened inside the critical region (maybe it missed a cache line), and get a 
stale value for any of the reads that _should_ have been serialized by the 
spinlock.

Note that I actually thought this was a legal optimization, and for a while I 
had this in the kernel. It crashed. In random ways.

Note that the fact that it does not crash now is quite possibly because of either

¥ we have a lot less contention on our spinlocks these days. That might 
hide the problem, because the _spinlock_ will be Þne (the cache 
coherency still means that the spinlock itself works Þne - it's just that it 
no longer works reliably as an exclusion thing)

¥ the window is probably very very small, and you have to be unlucky to 
hit it. Faster CPU's, different compilers, whatever.

I might be proven wrong, but I don't think I am.

Note that another thing is that yes, "btcl" may be the worst possible thing to 
use for this, and you might test whether a simpler "xor+xchgl" might be 
better - it's still serializing because it is locked, but it should be the normal 12 
cycles that Intel always seems to waste on serializing instructions rather than 
22 cycles.

Elsewhere, he gave a potential (though unlikely) exploit:

As a completely made-up example (which will probably never show the 
problem in real life, but is instructive as an example), imaging running the 
following test in a loop on multiple CPU's:

int test_locking(void)
{

static int a; /* protected by spinlock */
int b;

spin_lock()
a = 1;
mb();
a = 0;
mb();
b = a;
spin_unlock();
return b;
}

Now, OBVIOUSLY the above always has to return 0, right? All accesses to 
"a" are inside the spinlock, and we always set it to zero before we read it into 
"b" and return it. So if we EVER returned anything else, the spinlock would 
obviously be completely broken, wouldn't you say?

And yes, the above CAN return 1 with the proposed optimization. I doubt you 
can make it do so in real life, but hey, add another access to another variable 
in the same cache line that is accessed through another spinlock (to get cache-
line ping-pong and timing effects), and I suspect you can make it happen even 
with a simple example like the above.

The reason it can return 1 quite legally is that your new "spin_unlock()" isnot 
serializing any more, so there is very little effective ordering between the two 
actions

b = a;
spin_unlock();

as they access completely different data (ie no data dependencies in sight). So 
what you could end up doing is equivalent to

CPU#1
CPU#2
b = a; /* cache miss, we'll delay this.. */

spin_unlock();

spin_lock();

a = 1;
/* cache miss satisÞed, the "a" line is bouncing back and forth */

b gets the value 1

a = 0;
and it returns "1", which is wrong for any working spinlock.

Unlikely? Yes, deÞnitely. Something we are willing to live with as a potential 
bug in any real kernel? DeÞnitely not.

Manfred objected that according to the Pentium Processor Family Developers 
Manual, Vol3, Chapter 19.2 Memory Access Ordering, "to optimize performance, 
the Pentium processor allows memory reads to be reordered ahead of buffered 
writes in most situations. Internally, CPU reads (cache hits) can be reordered 
around buffered writes. Memory reordering does not occur at the pins, reads 
(cache miss) and writes appear in-order." He concluded from this that the second 
CPU would never see the spin_unlock() before the "b=a" line. Linus agreed that 
on a Pentium, Manfred was right. However, he quoted in turn from the Pentium 
Pro manual, "The only enhancement in the PentiumPro processor is the added 
support for speculative reads and store-buffer forwarding." He explained:

A Pentium is a in-order machine, without any of the interesting speculation 
wrt reads etc. So on a Pentium you'll never see the problem.

But a Pentium is also very uninteresting from a SMP standpoint these days. 
It's just too weak with too little per-CPU cache etc..

This is why the PPro has the MTRR's - exactly to let the core do speculation 
(a Pentium doesn't need MTRR's, as it won't re-order anything external to 
the CPU anyway, and in fact won't even re-order things internally).

Jeff V. Merkey added:

What Linus says here is correct for PPro and above. Using a mov instruction 
to unlock does work Þne on a 486 or Pentium SMP system, but as of the PPro, 
this was no longer the case, though the window is so inÞntesimally small, most 
kernels don't hit it (Netware 4/5 uses this method but it's spinlocks 
understand this and the code is writtne to handle it. The most obvious 
aberrant behavior was that cache inconsistencies would occur randomly. 
PPro uses lock to signal that the piplines are no longer invalid and the buffers 
should be blown out.

I have seen the behavior Linus describes on a hardware analyzer, BUT 
ONLY ON SYSTEMS THAT WERE PPRO AND ABOVE. I guess the BSD 
people must still be on older Pentium hardware and that's why they don't 
know this can bite in some cases.

Erich Boleyn, an Architect in an IA32 development group at Intel, also replied to 
Linus, pointing out a possible misconception in his proposed exploit. Regarding 
the code Linus posted, Erich replied:

It will always return 0. You don't need "spin_unlock()" to be serializing.

The only thing you need is to make sure there is a store in "spin_unlock()", 
and that is kind of true by the fact that you're changing something to be 
observable on other processors.

The reason for this is that stores can only possibly be observed when all prior 
instructions have retired (i.e. the store is not sent outside of the processor 
until it is committed state, and the earlier instructions are already committed 
by that time), so the any loads, stores, etc absolutely have to have completed 
Þrst, cache-miss or not.

He went on:

Since the instructions for the store in the spin_unlock have to have been 
externally observed for spin_lock to be aquired (presuming a correctly 
functioning spinlock, of course), then the earlier instructions to set "b" to the 
value of "a" have to have completed Þrst.

In general, IA32 is Processor Ordered for cacheable accesses. Speculation 
doesn't affect this. Also, stores are not observed speculatively on other 
processors.

There was a long clariÞcation discussion, resulting in a complete turnaround by 
Linus:

Everybody has convinced me that yes, the Intel ordering rules _are_ strong 
enough that all of this really is legal, and that's what I wanted. I've gotten 
sane explanations for why serialization (as opposed to just the simple locked 
access) is required for the lock() side but not the unlock() side, and that lack 
of symmetry was what bothered me the most.

Oliver made a strong case that the lack of symmetry can be adequately 
explained by just simply the lack of symmetry wrt speculation of reads vs 
writes. I feel comfortable again.

Thanks, guys, we'll be that much faster due to this..

Erich then argued that serialization was not required for the lock() side either, but 
after a long and interesting discussion he apparently was unable to win people 
over.

(
In fact, as Peter Samuelson pointed out to me after KT publication (and many 
thanks to him for it):
"You report that Linus was convinced to do the spinlock optimization on Intel, but 
apparently someone has since changed his mind back. See <asm-i386/spinlock.h> 
from 2.3.30pre5 and above:
/*
* Sadly, some early PPro chips require the locked access,
* otherwise we could just always simply do
*
* #define spin_unlock_string \
* "movb $0,%0"
*
* Which is noticeably faster.
*/
#define spin_unlock_string \
"lock ; btrl $0,%0""

-- Ed: [23 Dec 1999 00:00:00 -0800]

Era of vaguenessÉ

A model called processor 
ordering, informal prose.

Example: Linux kernel mailing 
list, 20 nov. - 7 dec. (143 posts).

A simple programming question, 
a micro architectural debate!

Keywords: speculation, ordering, 
causality, retire, cache...

Resolved only by appeal 
to an oracle.
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Intel 64/IA32 and AMD64 - before August 2007
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Resolved only by appeal 
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Intel publishes a white paper (IWP), deÞning 8 informal-prose principles, e.g.

supported by 10 litmus test (illustrating allowed or forbidden behaviours), e.g.:

P2. Stores are not reordered with older loads.

P3. Loads may be reordered with older stores to different locations.

P6. In a multiprocessor system, stores to the same location have a total order.
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Intel publishes a white paper (IWP), deÞning 8 informal-prose principles, e.g.

supported by 10 litmus test (illustrating allowed or forbidden behaviours), e.g.:

P2. Stores are not reordered with older loads.

P3. Loads may be reordered with older stores to different locations.

P6. In a multiprocessor system, stores to the same location have a total order.
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Era of causality:

Ambiguity: when are two stores causally related?

P5. Intel64 memory ordering ensures transitive visibility of stores -
i.e. stores that are causally related appear to execute in an order 
consistent with the causal relation.
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Independent reads of independent writes (IRIW):

Here, proc 2 observes the write to x before the write to y, while...

...proc 3 observes the write to y before the write x.

This behaviour is explicitly allowed by the AMD documentation and implicitly 
allowed by the Intel "principles", but we could not observe it on real hardware.
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Paul Lowenstein pointed us this example:

This can be observed on real hardware, but it is not allowed by the ÔprinciplesÕ:

¥ÒStores are not reordered with other storesÓ

¥ÒIn a multiprocessor system, stores to the same location have a total orderÓ
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Intel 64/IA32 and AMD64 - Aug. 2007 / Oct. 2008

Paul Lowenstein pointed us this example:

This can be observed on real hardware, but it is not allowed by the ÔprinciplesÕ:

¥ÒStores are not reordered with other storesÓ

¥ÒIn a multiprocessor system, stores to the same location have a total orderÓ

The Intel white paper is unsound 

with respect to Intel hardware.
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Intel 64/IA32 and AMD64 - Nov. 2008 / now

SDM rev 29-31.

¥Not unsound in the previous sense

¥Not weak in the IRIW sense

ButÉ  still ambiguous, and the view by those processors is left entirely 
unspeciÞed!

Key principle: Any two stores are seen in a consistent order by 
processors other than those performing the stores.
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Power ISA 2.05 and ARM v7

Key concept: actions being performed.

Used to compute dependencies and to deÞne the semantics of barriers.

A load by a processor (P1) is performed with respect to any 
processor (P2) when the value to be returned by the load can no 
longer be changed by a store by P2.
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Power ISA 2.05 and ARM v7

Key concept: actions being performed.

Used to compute dependencies and to deÞne the semantics of barriers.

A load by a processor (P1) is performed with respect to any 
processor (P2) when the value to be returned by the load can no 
longer be changed by a store by P2.

The deÞnition of performed is subjunctive:

 the clause refers to an hypothetical store by P2.

A memory model should deÞne whether a particular execution is allowed: it is 
awkward to make a deÞnition that 

explicitly quantiÞes over such hypothetical variant executions. 

Also, this seems to lead to a model which conßicts with architects' intentions. 
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Formalisation of hardware memory models

The formalisation that follows is available from:
     http://moscova.inria.fr/~zappa/projects/weakmemory/
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No global time

Traditional concurrency semantics presupposes sequential consistency, in 
parallel languages or process calculi:

( P0 | Q0 | M ) !   ( P1 | Q1 | M )  !   ( P2 | Q2 | M ) !  ... 

But now different processors can see things in different orders!

Two styles of semantics in the literature:

¥Operational: idealised machines, with buffers, etcÉ

¥Axiomatic: constraints on ordering relations.

As an example, we will detail an operational model and the corresponding 
axiomatic formalisation for x86 (x86tso).
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Instructions and events

Are we guaranteed that [100] = 2 at the end of the execution?

proc. A proc. B

INC 100 INC 100
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Instructions and events

Are we guaranteed that [100] = 2 at the end of the execution?

proc. A proc. B

INC 100 INC 100

No: [100] = 1 is possible.

The instruction INC[100] is composed by two atomic events:

¥read the content of the memory location [100];

¥write the new content of the memory location [100].
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Atomic events on x86

On x86, only the following memory accesses are guaranteed to be atomic:

¥instructions that read or write a single byte;

¥instructions that read or write a word (2 bytes) whose address is aligned on a 
2 byte boundary;

¥instructions that read or write a doubleword (4 bytes) whose address is 
aligned on a 4 byte boundary;

¥instructions that read or write a quadword (8 bytes) whose address is aligned 
on an 8 byte boundary.
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Instructions and events

Program is instructions, but reordering is over read/write events.

Example: INC [100] deÞnes two events:

¥ one reads the content of location 100;

¥one updates it (we omit ßag updates).

These two events are related by a dependency
(cannot update until the old value is known).

The instruction semantics deÞnes which events may correspond 
to each instruction, and if these are related by dependencies.
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Caches

Reorderings of memory accesses come from hardware optimisations.

Optimisation 1: hierarchies of caches, possibly shared between cores, with 
different topologies.  Mechanisms on (possibly different) cache-line sizes, 
hence guarantees only for aligned accesses.

Cache coherence protocols: MESI, MOESI, É

Visible effect: the memory bus 
serialises (some) memory accesses.

Complex behaviours allowed with 
directory-based protocols.

As we shall see, x86-TSO serialises 
all the memory writes so programmer 
doesn't have to think about those 
protoocols.
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Write buffers!

Memory accesses are slow.  

Reads must be blocking (and thus slow), but it is easy to speed-up writes by 
buffering them and turning them into asynchronous operations.

Our Þrst example:

can be explained in terms of write buffers.

Design choice: a processor can read values from its own buffer?

Processor A Processor B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

EAX = 0
EBX = 0
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x86-tso: operationally (omitting locked-instructions and fences)

RAM

w
rite buffer

W[a]v R[a]v 

registers

W[r]v R[r]v 

w
rite buffer

W[a]v R[a]v 

registers

W[r]v R[r]v 

Computation Computation...

lock

Disclaimer: this models the observable behaviour of x86, and does not correspond to the real architecture.
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x86-tso: operationally (omitting locked instructions and fences)

The behaviour of the x86-tso machine:

¥ p can read v from memory at address  a if p has no buffered writes to  a , and 
the memory does contain  v  at a;

¥ p can read v from its write buffer for address  a if p  has v as the newest 
write to  a in its buffer;

¥ p can read the stored value v from its register  r at any time;

¥ p can write v to its write buffer for address  a at any time; 

¥ p can silently dequeue the oldest write from its write buffer to memory; 

¥ p can write value v to one of its registers  r at any time.
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Thread BThread A

Example

W[200]1 

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 

R[200]0
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 

A = 0 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 

A = 0 

R[100]0
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 

A = 0 B = 0
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100]1 

[200] = 0 [100] = 0 

[200]1 

A = 0 B = 0 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[200] = 0 

[200]1 

A = 0 B = 0 

[100] = 1 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[200] = 0 [100] = 1 

[200]1 

A = 0 B = 0 
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Thread BThread A

Example

lock

Thread A Thread B

MOV [100], $1 MOV [200], $1
MOV EAX, [200] MOV EBX,[100]

[100] = 1 

A = 0 B = 0 

[200] = 1
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x86-tso: a formalisation using an LTS

The machine state s can be represented by a tuple (R,M,B) where:

  R : proc ⟶ reg ⟶ value option    (* per-processor registers *)
  M : address ⟶ value option        (* main memory *)
  B : proc ⟶ (address * value) list (* per-processor write buffers *)

Labels:

   tau | proc R loc value | proc W loc value

A sample transition rule (read from write buffer):

  B p = b 1++[(a,v)]++b 2 ! a ∉dom(b 1)

   (R,M,B)           (R,M,B)

Exercise: can you complete the deÞnition of the LTS?

p R a v
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x86-tso: axiomatically

The instruction semantics of a program deÞnes

¥a set of events;

¥the intra-instruction causality relation;
   a partial order over events, captures the causality internal to each instruction

The program order lifts to a partial order relation over the events.

An execution witness for the program deÞnes:

¥an initial state;

¥a memory-order;
   a total order between all the write events

¥a read-from map;
   a partial order that relates each read event to a write event or to the initial state

¥a familiy of view orders.
   for each processor p, (vo p) deÞnes the linear order in which processor p sees 
the events (includes all the write events, and all the events of processor p)
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x86-tso: axiomatically

An execution witness deÞnes a valid execution if:

¥the program order is included in the memory order;

¥for each processor p, its view order is consistent with the memory order and 
the program order;

¥the read-from maps is satisÞed by each view order;

¥the initial state is satisÞed by the read-from maps and the view orders.

The Þnal state is determined by the initial state overridden by the last memory and 
register writes.

Theorem: the axiomatic and operation model deÞnes the same executions.

Exercise: using a similar setup, deÞne sequential consistency.
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Syncronisation

The x86 instruction set provides some instructions to control (to some extent) 
the reorderings performed by the processor.

¥MFENCE
   ßush the local write buffer

¥LOCK preÞx (eg. CMPXCHG)
   ßush the local write buffer
   globally lock the memory

These consumes hundreds of cyclesÉ  ideally should be avoided.

Exercise: explain the example above in terms of the operational model.
 (We omit the formalisation of synchronisation instructions)
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Some other models found in the literature

In the 80's - 90's weak memory received a lot of attention; the reference below gives an overview of the 
research of those years: 

Adve, Gharachorloo, Shared Memory Consistency Models: A Tutorial.
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Coherence

Coherent, or cache consistent: 

Exercise: Þnd a computation which is coherent but not sequentially consistent.

for each location, 
   all processors see all writes to that location in the same order.

Virtually all processors (with standard ßag settings) provide coherent memory.
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Coherence

Coherent, or cache consistent: 

Exercise: Þnd a computation which is coherent but not sequentially consistent.

for each location, 
   all processors see all writes to that location in the same order.

Coherent but not sequentially consistent:

    P0 : Wx0  Wx1  Ry0

    P1 : Wy0  Wy1  Rx0

Per-location total orders:

    x : Wx0  Wx1

    y : Wy0  Wy1

Virtually all processors (with standard ßag settings) provide coherent memory.
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Memory topology

Different latencies between processors might be observable.  Imagine 
processors are connected in a linear array:

  P1         P2        P3         P4

¥on the Þrst cycle, P1 and P4 write their values and propagate them;

¥on the second cycle, the value from P 1 has reached P2, and the value from P4 
has reached P3. They read the values, seeing 1 and 2 respectively;

¥on the third cycle, the values have made it two hops. So now P 2 sees 2 and 
P3 sees 1.

P1 : Wx1

P2 :     Rx1  Rx2

P3 :     Rx2  Rx1

P4 : Wx2

Leads to a model called
processor consistency.
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Processor consistency

Processor consistency:

Remark: according to Goodman, processor consistency requires coherence. 

Exercise: Þnd a computation which is coherent but not processor consistent

writes from each processor can only 
be observed in program order.
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Processor consistency

Processor consistency:

Remark: according to Goodman, processor consistency requires coherence. 

Exercise: Þnd a computation which is coherent but not processor consistent

writes from each processor can only 
be observed in program order.

P0:Wx1 Wy1 

P1:Ry1 Rx0 

¥ All these hardware models are a good source of exercises;
¥ however, we go back to programming now.
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Who programs in assembler anyway...
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High-level languages

High-level languages are not immune from these problems.

Actually, the situation is even worse:

¥the compiler might reorder/remove/add memory accesses;

¥the hardware will execute your program anyway.

Examples:

¥an optimising compiler breaks your program
   constant propagation introduces new behaviours;

¥even a non-optimising compiler can break your program
   double checked locking is broken, no matter what you do.
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Constant propagation (an optimising compiler breaks your program)

A simple compiler optimisation:

Consider (initially d = request = response = 0 ):  

This program can only print 2.  However, after constant propagation:

it always prints 1.

int x = 14;
int y = 7 - x / 2;

int x = 14;
int y = 7 - 14 / 2;

T1: d = 1; request = 1; if (response == 1) print d;
T2: if (request == 1) {d = 2; response = 1;}

T1: d = 1; request = 1; if (response == 1) print 1;
T2: if (request == 1) {d = 2; response = 1;}
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Constant propagation (an optimising compiler breaks your program)

A simple compiler optimisation:

Consider (initially d = request = response = 0 ):  

This program can only print 2.  However, after constant propagation:

it always prints 1.

int x = 14;
int y = 7 - x / 2;

int x = 14;
int y = 7 - 14 / 2;

T1: d = 1; request = 1; if (response == 1) print d;
T2: if (request == 1) {d = 2; response = 1;}

T1: d = 1; request = 1; if (response == 1) print 1;
T2: if (request == 1) {d = 2; response = 1;}

Is the compiler wrong?

Is the semantics of the language wrong?
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Lazy initialisation (an unoptimising compiler breaks your program too)

Deferring an object's initialisation util Þrst use: a big win if an object is never 
used (e.g. device drivers code).  Compare:

int x = computeInitValue();          // eager initialization 

É                                    // clients refer to x 

with:

int xValue() {

  static int x = computeInitValue(); // lazy initialization 

  return x;

} 

É                                    // clients refer to xValue() 
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The singleton pattern

Lazy initialisation is a pattern commonly used.  In C++ you would write:

class Singleton {
public:
! static Singleton *instance (void) {
! ! if (instance_ == NULL)
! ! ! instance_ = new Singleton;
! ! return instance_;
! }
! void method (void);           // other methods omitted
private:
! static Singleton *instance_;  // other fields omitted
};

// ...
Singleton::instance () -> method ();

But this code is not thread safe (why?)É 
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Making the singleton pattern thread safe

A simple thread safe version:

class Singleton {
public:
! static Singleton *instance (void) {
! ! Guard<Mutex> guard (lock_); // only one thread at a time
! ! if (instance_ == NULL)
! ! ! instance_ = new Singleton;
! ! return instance_;
! }
!
private:
! static Mutex lock_;
! static Singleton *instance_; 
};

Every call to instance must acquire and release the lock: excessive overhead.
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Obvious (broken) optimisation

class Singleton {
public:
! static Singleton *instance (void) {
! ! if (instance_ == NULL) {
! ! ! Guard<Mutex> guard (lock_);     // lock only if unitialised 
! !    instance_ = new Singleton; }
! ! return instance_;
! }
!
private:
! static Mutex lock_;
! static Singleton *instance_; 
};

Exercise: why is it broken?
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Clever programmers use double-check locking

class Singleton {
public:
! static Singleton *instance (void) {
! ! // First check
! ! if (instance_ == NULL) {
! ! ! // Ensure serialization (guard constructor acquires lock_).
! ! ! Guard<Mutex> guard (lock_);
! ! ! // Double check
! ! ! if (instance_ == NULL)
! ! ! ! instance_ = new Singleton;
! ! }
! ! return instance_;
! }
private: [..]
};

Idea: re-check that the Singleton has not been created after acquiring the lock.
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Double-check locking: clever but broken

The instruction 
instance_ = new Singleton;  

does three things:

1) allocate memory

2) construct the object

3) assign to instance_ the address of the memory

Not necessarily in this order!  For example:

instance_ =                        // 3
  operator new(sizeof(Singleton)); // 1 
new (instance_) Singleton          // 2 

If this code is generated, the order is 1,3,2.
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BrokenÉ

    if (instance_ == NULL) {               // Line 1
      Guard<Mutex> guard (lock_);
      if (instance_ == NULL) {
        instance_ =                        
           operator new(sizeof(Singleton));   // Line 2 
        new (instance_) Singleton; }} 

Thread 1:
   executes through Line 2 and is suspended; at this point, instance_  is non-NULL, 
but no singleton has been constructed.

Thread 2:
  executes Line 1, sees instance_  as non-NULL, returns, and dereferences the 
pointer returned by Singleton  (i.e., instance_ ).

Thread 2 attempts to reference an object that is not there yet!
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The fundamental problem

Problem: You need a way to specify that step 3 come after steps 1 and 2.

There is no way to specify this in C++ (not even if you use volatile )

Similar examples can be built for any programming languageÉ

Tension:

¥the programmer wants to understand the code he writes

¥the compiler wants to optimise it.

Which are the valid optimisations that the compiler or the hardware can perform 
without breaking the expected semantics of a concurrent program?

Which is the semantics of a concurrent program?
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Programmer-centric models
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Data-race freedom

Observe again our examples:

¥the problematic transformations 
   (e.g. swapping the write and the 
   read in each processor) does not 
   change the meaning of a 
   single-threaded programs;

¥the problematic transformations are detectable only by code that allows two 
threads to access the same data simultaneously in conßicting ways (e.g. one 
thread writes the datas read by the other.

Programming languages provide synchronisation mechanisms: 

if these are used (and implemented) correctly, 

we might avoid the issues above...

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]

Outcome: EAX = EBX = 0
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The basic solution

           Prohibit data races.

DeÞned as follows:

¥two memory operations conßict if they access the same memory location and 
at least one is a store operation;

¥an execution (interleaving) contains a data race if two conßicting operations 
corresponding to different threads are adjacent (maybe executed 
concurrently).

Example: a data race in the example above:

             MOV [100],$1 ; MOV [200],$1 ; MOV EAX,[200] ; MOV EBX,[100]

Processor A Processor B

MOV [100], $1 MOV [200], $1

MOV EAX, [200] MOV EBX,[100]

Outcome: EAX = EBX = 0
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How do we avoid data races? (focus on high-level languages)

¥Locks
   No lock(l) can appear in the interleaving unless prior lock(l) and unlock(l) calls from 
other threads balance.

¥Atomic variables
  Allow concurrent access, ÒexemptÓ from data races. Called volatile in Java.

Example: 

this code can only be executed as:

lock(l); r1:=[x]; [x]:=r1+1; unlock(l); lock(l); r2:=[x]; [x]:=r2+1; unlock(l);

lock(l); r2:=[x]; [x]:=r2+1; unlock(l); lock(l); r1:=[x]; [x]:=r1+1; unlock(l);

Processor A Processor B

lock(l) lock(l)

r1 := [x] r2 := [x]

[x] := r1+1 [x] := r2+1

unlock(l) unlock(l)
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Why is race-freedom a good idea?

¥Compiler/hardware can continue to reorder accesses

   The compiler / the hardware do not know about threads, but only racing threads 
can tell the difference.

¥ pthread_mutex_lock()  etc. are opaque for the compiler

   Viewed as potentially modifying any location; memory operations cannot be 
moved past them.

¥ pthread_mutex_lock()  etc. contain "sufÞcient fences" to prevent hardware 
reordering.

lock();
  tmp = x;
  x = tmp+1;
unlock()

tmp = x;
lock();
  x = tmp+1;
unlock()

FORBIDDEN
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Isn't this all obvious?

Perhaps it should 
have been.  
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Isn't this all obvious?

Perhaps it should 
have been.  
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Isn't this all obvious?

Perhaps it should 
have been.  

But a 
few things went wrong in the 

past...
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1. Uncertainity about details

Is the outcome r1=r2=1  allowed?

r1 := [X];
if (r1=1) 
    [Y] := 1 

r2 := [Y];
if (r2=1) 
    [X] := 1 

||

Initially X=Y=0
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1. Uncertainity about details

Is the outcome r1=r2=1  allowed?

r1 := [X];
if (r1=1) 
    [Y] := 1 

r2 := [Y];
if (r2=1) 
    [X] := 1 

||

Initially X=Y=0

¥If T1 and T2 speculate that the values of X and Y are 1, then each thread writes 
1, validating the other thread speculation;  

¥Such execution has a data race on X and Y;

¥ However programmers would not envisage such execution when they check if 
their program is data-race freeÉ
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2. Compiler transformations introduce data races

¥Many compilers perform transformations similar to the one above when a is 
declared as a bit Þeld;

¥The transformation may be visible to client code, since the update to b by T2   
may be overwritten by the store to the complete structure x.

And many more interesting examples...

struct s { char a; char b; } x;

Thread 1:        Thread 2:
  x.a = 1;      x.b = 1;

 

Thread 1 is not equivalent to: 
   struct s tmp = x; 
  tmp.a = 1; 
  x = tmp;

FORBIDDEN
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2b. Compiler transformations introduce data races 

¥The vectorisation above might introduce races, but

¥most compilers do things along these lines (introduce speculative stores).

for (i = 1; i < N; ++i) 
  if (a[i] != 1) a[i] = 2;

 

for (i = 1; i < N; ++i) 
  a[i] = ((a[i] != 1)? 2 : a[i]);

FORBIDDEN
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3. "escape" mechanisms

¥Some frequently used idioms (atomic counters, ßags, É) do not require 
sequentially consistency.

¥Programmers wants optimal implementations of these idioms.

Speed, much more than safety, makes programmers happier.
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4. can hardware ensure sequentially consistency?

The IRIW example:

¥suppose that proc 2 and proc 3 do not reorder their instructions;

¥they can still observe writes from different processors in different orders.

A long discussion on whether this is allowed, with what fences, on which 
architectures (the Power architecture seems problematic).
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Current state

C++0x 

  basic promise, undeÞned race semantics + non-SC escapes;

Java

  basic promise, complex race semantics; (broken, as far as I know);

Ada83+, posix threads 

  basic promise (more or less, sort of)

Useful reading: 

¥Boehm, Threads cannot be implemented as a library;

¥Sevcik, Aspinall, On Validity of Program Transformations in the Java MM;

¥Bohem, Adve, Foundations of the C++ Concurrency Memory Model .
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Concurrent separation logic and relaxed memory

¥If you can prove a concurrent program correct in concurrent separation, then 
it is data-race free (Brooke's semantic analysis);

¥data-race free programs admit only sequentially consistent behaviours.

Conjecture: 

programs correct in concurrent separation logic 
admit only sequentially consistent behaviours.
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The end?

Well, some interesting algorithms are racy (e.g. Michael lockfree stack).

How are these currently implemented?  Usually C plus asm! 

Example: lockfree-lib , by Keir Fraser, starts with some macro deÞnitions...

To write such algorithms, it would be nice to have a language whose semantics 
reßects the hardware reorderings, and a semantic-preserving compiler.
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Conclusion
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Aim of these lectures

1. Floyd-Hoare logic can be extended to reason 
efÞciently about memory manipulation and concurrency.

2. Hoare logic, when assisted by the appropriate 
tools, scales to real-world algorithms and programs.

A nice (and fun) example Jean-Cristophe Filli‰tre 
"queens on a chessboard" veriÞed program:

http://why.lri.fr/queens/slides-pp.pdf

Still, much left to do...
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Summary

To pass the exam, you should be able to:

¥reason about sequential programs using Hoare logic and separation logic;

¥reason about concurrent  programs using concurrent separation logic , Owicki-
Gries, and Rely/Guarantee;

¥be aware of the issues related to weak-memory.

Do not hesitate to contact me 

if you have doubts or questions

 (or if you want to chat about concurrency).
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A big thank you
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A big thank you (ctd.)

to you all for attending these lectures.

You have beta tester of these lectures, 
and your feedback is really important to 
improve next year.

So, if you have comments/remarks/
complaints, please, let me know (or Þll in 
the evaluation form at the end of the 
course). 
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